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Abstract—In this paper a passive methodology for TCP 
performance evaluation over General Packet Radio Service 
(GPRS) networks is presented that relies on traffic monitoring at 
the GPRS ingress/egress router interface (Gi). Based on the IP 
and TCP headers of the packets we estimate the end-to-end 
performance of TCP connections such as connection setup 
behavior and data transfer goodput. In order to identify the 
effects behind the measured performance the introduced 
algorithms estimate round trip delays, packet loss ratios, 
available channel rates, throughput and carry out bottleneck 
analysis. Large-scale GPRS measurements in seven countries are 
presented to analyze TCP performance and demonstrate the 
applicability of the method. The effects of different TCP 
parameters such as maximum segment size, selective 
acknowledgements, timestamp usage and receiver window size 
are also quantified. GPRS measurement results are compared to 
a wireline dial-up network to identify the effects specific to the 
wireless environment. 

Keywords-network measurements; GPRS; TCP; passive 
measurement; performance evaluation; wireless networks 

I.  INTRODUCTION 
During the last years, the General Packet Radio Service 

(GPRS) [1] has taken off all over the world. Today, the number 
of operational or planned networks providing GPRS service 
exceeds one hundred. 

Because of the fundamental differences between the 
wireless and the traditional wireline architectures, protocols 
and environments, the real-life performance of Internet access 
over GPRS has raised considerable attention. A number of 
research groups have performed measurement studies to 
investigate the quality of service in GPRS networks. The 
emphasis was put on determining TCP's tolerance to the 
increased round-trip delays, fluctuating channel rates and 
special loss patterns experienced in the wireless environment. 
Based on the measurements, several factors and bottlenecks 
have been identified that influence the performance of TCP. 
Suggestions have also been made to improve TCP, e.g., by 
manipulating the sending window [2][3], or by modifying the 
TCP congestion control and loss recovery algorithms [4][5][6]. 
GPRS specific optimizations have also been introduced 
[7][28]. 

Previous research focused on simulations or active 
measurements in selected and usually well-controlled scenarios 
[27][20][2][3][18]. During the studies, the researchers had to 
choose a realistic measurement setup that they believed to be 
representative. The choice had to consider the possible set of 
terminals (3+1, 4+2 timeslot capabilities), cell areas (urban, 
rural), TCP flavors (Reno, Selective Acknowledgements – 
SACK), operating systems, mobility patterns (stationary, 
highway), applications and much more.  

GPRS networks are more inhomogeneous in nature than 
wired networks. We argue that the measurement setup poses a 
huge multidimensional problem, which cannot be solved 
sufficiently by using selective active tests or simulations. In 
this paper, we chose a fundamentally different approach to this 
problem. Instead of investigating certain arbitrary setups, we 
focused on the actual use cases realized by hundreds of 
thousands of GPRS subscribers in real life. This method is 
based on a passive analysis of packet traces obtained on the Gi 
interface [1]. We collected packet traces from operational 
GPRS networks in seven countries. The duration of 
measurements varied between a few days to four weeks each. 
The summary statistics and the measurement configuration are 
described in detail in Section II. 

In this paper, we introduce a new set of algorithms that 
enable the analysis of TCP traffic traces obtained from this 
middle point (Gi) in the connection path. The algorithms focus 
on finding the main bottlenecks for end-to-end TCP data 
transfer following the critical path analysis philosophy 
introduced in [17]. In particular, in Section III, we present a 
bottleneck analysis of TCP connection setup procedure. We 
define a TCP connection setup “performance tree”, which 
classifies the observed TCP connection setup protocol 
sequences as branches, and quantifies the weights based on 
GPRS and wireline modem measurements. 

In GPRS networks, the available capacity is influenced by 
several factors, such as voice and GPRS data load, as well as 
the terminal timeslot capability. In Section IV, we define a new 
term called GPRS channel rate, which is the maximum 
achievable IP layer throughput on the GPRS channel. We 
present an algorithm that estimates the channel rate value from 
the packet traces. 
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Packet loss is estimated using a passive algorithm presented 
in [12]. We compare GPRS with the dial-up network and 
quantify the probability that the bottleneck lies in the GPRS 
access or in the public Internet. The results can be found in 
Section V. 

Measuring TCP throughput is quite straightforward using 
active measurements, but it is challenging using passive 
methods. On one hand, the problem is that users usually 
transfer several files at the same time. On the other hand, the 
monitoring point is located before the bottleneck buffer. Due to 
these problems, an analysis of individual TCP connections 
would lead to a wrong conclusion. We present an algorithm 
that takes the parallel traffic into consideration and accounts for 
the effects of the bottleneck buffer at the same time. The 
algorithm and measurement results are presented in Section VI. 

Recently, a large amount of research effort has been put 
into improving TCP’s data transfer performance especially in 
wireless systems. However, there are no papers yet that study 
the effects of the proposed improvements based on large 
statistical basis in GPRS. In Section VII, we quantify the 
performance improvements of some basic TCP parameters 
over GPRS, such as having different Maximum Segment Sizes 
(MSS) and window sizes, and using Selective 
Acknowledgements (SACK) or TCP timestamps. 

II. MEASUREMENT SETUP 
The data collection and analysis device was installed in the 

GPRS Core Network on the Gi GPRS interface as shown in 
Fig. 1. All downlink and uplink user IP data flows through this 
interface. The Gi interface is the borderline between the GPRS 
domain and the Internet. The Gateway GPRS Support Node 
(GGSN), just before the Gi interface terminates all mobile 
network specific protocols. 
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Figure 1.  GPRS measurement configuration 

The packet traces were collected in seven European and 
Asian countries. The duration of the measurements varied 
between a few days to four weeks in each case to capture 
statistically significant number of samples. The summary 
statistics of the collected data is shown in Table I. Over 10 
million TCP flows were observed, which enables reliable 
statistical analysis. The rows in Table I contain the following 
information. 

Number of TCP flows stands for the overall number of TCP 
connections captured. It includes both successfully set up and 
broken TCP connections (e.g., we count SYN-RST packet 

pairs as broken TCP connections). We only consider 
connections that were initiated by the mobile host. This is the 
typical case (with only very few exceptions) in current GPRS 
access networks. 

SACK enabled specifies the ratio of TCP Selective 
Acknowledgement (SACK) [9] enabled TCP connections. We 
assume that if the SACK permitted option was seen for both 
ends at connection setup time, the endpoints were capable of 
generating selective acknowledgements during the lifetime of 
the connection. 

The TCP timestamp usage column shows the ratio of TCP 
connections for which the TCP timestamp option [10] was seen 
in both directions. 

MSS low and high specify the ratio of TCP connections that 
used a “low” or “high” Maximum Segment Size (MSS). The 
MSS was determined from the maximum size of the IP packets 
seen on the TCP connection, which is 400-600 bytes for MSS 
low and 1400-1600 bytes for MSS high. 

Wnd low, med and high show the ratio of TCP connections 
where the maximum of the advertised receiver window size in 
the GPRS terminal was “low”, “medium” or “high”. A window 
size below 10 Kbytes was considered low, between 10 Kbytes 
and 20 Kbytes as med and beyond 20 Kbytes as high. 

TABLE I.  SUMMARY STATISTICS 

 Sum of all GPRS Wireline dial-up 
# TCP flows 12,587,056 225,932 
SACK enabled 55.49% 59.48% 
TCP timestamp 9.48% 2.45% 
MSS low 25.12% 49.29% 
MSS high 22.52% 7.96% 
Wnd low 55.90% 96.74% 
Wnd med 25.54% 1.01% 
Wnd high 18.56% 2.25% 

 

It can be seen that more than half of the TCP connections is 
SACK enabled. Interestingly, the TCP timestamp option is not 
so widespread, only less than 10% of the connections actually 
use it. The reason behind this is that although current operating 
systems (Linux, Windows 9x, XP, 2000, etc.) support TCP 
timestamps, they are turned off by default for active TCP opens 
[22]. That is, the initiator of the TCP connection usually does 
not request the timestamp option in its SYN segment. It is 
worth noting that this behavior does not influence the possible 
deployment of TCP Eifel, which is proposed to enhance TCP 
performance over wireless networks [5]. An Eifel enabled host 
may request timestamps when initiating a TCP connection, 
thus forcing its peer to use timestamps even if they are disabled 
by default. 

Table I also shows that low (400-600 bytes) and high 
(1400-1600) MSSs are nearly equally used in GPRS. This is 
not true for the maximum receiver window sizes in the GPRS 
terminals, since it is less than 10 Kbytes for more than 50% of 
the TCP connections. 

0-7803-8356-7/04/$20.00 (C) 2004 IEEE IEEE INFOCOM 2004



III. TCP CONNECTION SETUP PERFORMANCE 
We split the TCP analysis into two main parts: TCP 

connection setup and data transfer. Because of the relatively 
high round-trip delay in GPRS, the TCP connection setup takes 
considerably longer than in wired networks. In addition, since 
TCP relies on timers during the three-way handshake 
procedure, it may be sensitive to long delays and occasional 
packet losses introduced by the wireless access. In this section, 
we analyze the real-life impact of GPRS characteristics on the 
TCP connection setup procedure. 

The connection setup phase is split further to several sub-
categories depending on whether the setup was successful or 
not, and on the major state transition patterns we could observe 
in the traces. 

A. TCP connection setup delay measurement 
The connection setup delay is calculated as the time 

difference between the first SYN packet and the first ACK 
packet seen (for an example, see Fig. 2). Note that this delay is 
slightly different from the delay that the mobile host 
experiences. 
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Figure 2.  TCP connection setup delay 

The histogram of the overall setup delay in a typical GPRS 
network is shown in the top sub-graph of Fig. 3. The setup 
delay has a peak around one second, and it has a quite long tail 
reaching delays as large as 5-10 seconds. This delay 
distribution is a result of several factors. We break down the 
delay to conditional delays with different probabilities 
according to the following considerations. 

The optimal case with the lowest setup delay is when no 
SYN retransmissions are seen (1 SYN, 1 SYN ACK). The delay 
may be increased due to SYN packet retransmissions (1+ SYN 
and/or 1+ SYN ACK) caused by losses or too large delays.  

The background traffic and no background traffic 
categories are used to differentiate between the cases when (i) 
the connection setup packets are likely to be mixed with 
packets from other connections from the same user and (ii) 
when the bottleneck buffer is empty and no buffering delay is 
suffered. In order to be sure that the bottleneck buffer in the 
GPRS network is flushed, a silent period of at least 5 seconds is 
required before the connection setup in the no background 
traffic case. 

The combination of the above considerations results in four 
possible connection setup categories. All traced TCP 
connections fit into one of these four categories. See Fig. 3. 

It can be seen in Fig. 3, that the head of the overall 
distribution is dominated by the 1 SYN, 1 SYN ACK cases. 
Additionally, if there is no background traffic, the delay is 
almost deterministic with a short tail. The tail of the overall 
distribution is dominated by the category where background 
traffic is observed, which means that self-congestion is the 
most significant bottleneck in this respect. The last two cases: 
1+SYN and/or 1+SYN ACK causes high delays in setup time 
too, but the probability of falling into this case is rather low. 

 

Figure 3.  Connection setup time components in a GPRS network 

B. Round-trip time measurement 
The GPRS side round-trip delay between the mobile host 

and the GGSN is determined by a number of factors. It depends 
on the available capacity in terms of the number of timeslots 
allocated to the mobile, and on the number of Radio Link 
Control (RLC) layer [1] retransmissions necessary to 
successfully deliver the packets uplink and downlink.  The time 
it takes to assign resources at the air interface by setting up 
Transmission Block Flows (TBF) [1] is also a significant 
contributor. It has to be noted that in addition to GPRS data 
traffic volume the voice traffic has an impact on the GPRS 
quality of service. It is an important question whether daily 
fluctuations in GPRS service quality exist or not. 
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Let us revisit the special case when there is no background 
traffic and there is just one SYN and one SYN ACK packet 
seen (Fig. 3b). Note that in reality the observed number of 
SYN or SYN ACK packets may be different from the number 
of actually sent packets because retransmitted packets might be 
lost before they reach the monitoring point. Nevertheless, in 
this special case, it is known for sure that the SYN ACK must 
be the response to the seen SYN and not to any other lost 
packet. Similarly, the last ACK packet of the connection setup 
must have been sent in response to the SYN ACK captured 
before. This property enables us to estimate both the Internet 
side round-trip delay (SYN to SYN ACK) and the GPRS side 
round-trip delay (SYN ACK to ACK) with good precision. 
There is some error caused by larger delays than the TCP initial 
retransmission timeout (RTO, recommended value is 3 seconds 
[11]). Due to this, delays greater than 3 seconds cannot be 
measured this way. 

The cumulative distribution function (CDF) of the 
measured round-trip delay in the GPRS side is depicted in Fig. 
4. The peak-hour (10-12 h) delay and the off-peak (3-7 h) are 
shown separately. The peak-hour delay is higher than the off-
peak delay, but this difference is minor and causes a 50-100 ms 
shift in the distribution.  

For comparison, the delay in the dial-up network is also 
shown. The dial-up delay compared to GPRS is not only 
smaller (between 100-300 ms), but its variance is also lower. In 
addition, GPRS delay has some typical values unlike dial-up 
access. 

C. TCP connection setup bottleneck analysis 
The procedure used to classify TCP setup delays can be 

extended to include failed connection setup attempts, which 

makes it possible to construct a “connection setup classification 
tree” as shown in Fig. 5. This method allows tracing the 
connection setup procedure and helps to identify performance 
problems and their possible causes. 

 

Figure 4.  CDF of GPRS and dial-up round-trip time 

In Fig. 5, we compare the results of the GPRS 
measurements (denoted with G) with the dial-up modem 
network (denoted with M). For each class in the classification 
tree we specify the overall ratio of TCP connections that fall 
into the given category (in circles). Each node on the tree 
contains information on selected metrics for the class i.e. the 
average setup delay and the ratio of connections that 
experienced background traffic in the setup phase. 

From a performance evaluation point of view, the tree has 
four main areas of interest. In the Optimal Area only a single 

Figure 5.  TCP connection setup classification tree 
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SYN and its corresponding SYN ACK is seen. This is the 
optimal case. 

The Slight Problem Area denotes the cases when at least 
one retransmitted SYN or SYN ACK packet is seen because of 
packet losses or increased delays. If there is background traffic 
from the same user, the increased delays experienced by TCP 
setup packets can be explained by large queuing delays in the 
bottleneck buffer. There are several proposals to decrease 
queuing delays in slow access networks and especially in 
GPRS. [28] proposes to use a channel adaptive RED algorithm 
in the bottleneck buffer, which tries to ensure a delay target 
over the varying rate channel. The authors of [2] and [3] 
suggest to manipulate the receiver window size in TCP 
acknowledgement packets to limit the amount of outstanding 
data. It is worth noting that SYN retransmissions indicate that 
the TCP initial retransmission timeout value may be too low to 
tolerate the large delays in GPRS. 

In the No Response Area only one or more SYNs but no 
corresponding SYN ACK segments are seen. This often occurs 
when someone tries to connect to a host that is currently not 
online or is not listening on the specified port. Digging deeper 
in the traces we found that besides port scanning some peer-to-
peer file sharing applications also tend to generate such traffic 
patterns. 

In the Serious Problem Area both SYN(s) and 
corresponding SYN ACK(s) are seen. The SYN ACK indicates 
that the destination host is willing to accept the connection but 
the initiator gives up and does not send the ACK. This may 
happen if excessive delays or severe packet losses are present 
in the network. If the connection terminates with a RST 
segment, it is very likely that the user aborted the setup 
procedure explicitly because of the large waiting time. 

Comparing the results of GPRS with dial-up network 
measurements, it can be seen that the overall setup time is 
nearly 2 s, which is almost the double of the dial-up setup time. 
In GPRS, the best-case setup time is more than 1 s while it is 
around 300 ms in the dial-up case (Optimal Area, no 
background traffic). However, in the dial-up scenario, only 7% 
of the TCPs experience the lowest delay in contrast to the more 
than 20% over GPRS. 

IV. AVAILABLE CHANNEL RATE ESTIMATION 
In order to have a basis for the TCP data transfer 

performance investigations, we have to have a picture of what 
the maximum achievable IP layer throughput on the GPRS 
channel is. For this purpose, we have constructed an algorithm 
that estimates the available downlink GPRS channel rate for a 
TCP connection. 

The goal of the algorithm is to identify periods in time 
when the channel is fully utilized. During a TCP connection, 
such periods are most likely when TCP is in its "normal" 
operating state. That is, there are no packet losses or out-of-
order transmissions (i.e. TCP is not in back-off, fast-retransmit 
or time-out). Additionally, during this period the amount of 
unacknowledged outstanding TCP data (flightsize) should be 
"high enough" to keep the bottleneck buffer saturated. The 
limit should be set in a way that it exceeds the expected 

bandwidth-delay product of the end-to-end path. In our study, 
this threshold was set to 4500 bytes.  

The algorithm is capable of estimating the bottleneck rate if 
the bottleneck buffer is located after the measurement point. 
This is true for the downlink direction in our case. Fig. 6 
illustrates the time periods when channel rate measurements 
can be made on a TCP. 

In order to calculate the downlink channel rate, we have to 
summarize the total amount of IP data that arrives to the 
mobile during the measurement period and divide it with the 
time it took. In order to do that, the algorithm keeps track of the 
amount of IP data sent towards the mobile between the start 
and the end of the measurement period. When the 
acknowledgement for the last TCP segment of the 
measurement period arrives, we assume that all the data have 
arrived to the mobile. The time is calculated from the first and 
the last acknowledgement packets (tend-tstart). 
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Figure 6.  Channel rate estimation 

It has to be noted that the jitter in the acknowledgement 
transmission times may distort the results. To compensate for 
this jitter we set a lower bound on the transmitted data during 
the measurement period. If the amount of data does not exceed 
16 Kbytes, we do not calculate the channel rate for that period. 
Another source of error is that the amount of received data at 
the mobile host is not necessarily equal to the amount of 
downlink data seen at the monitoring point because of possible 
losses. For pure TCP traffic we can use the acknowledgement 
information whether the packets successfully arrived to the 
mobile, but in a general case it is not possible. 

In Fig. 7, a typical available downlink channel rate 
histogram for GPRS and for the dial-up network is shown. 

At the time of the measurements, all networks were 
configured to use GPRS Coding Scheme-2 (CS-2) [1], which 
results in ~12 Kbps RLC layer data rate per timeslot. It can be 
seen that the GPRS system has two dominant channel rate 
peaks around 21-22 and 34-35 Kbps. This corresponds to the 
typical cases when the mobile is using two or three GPRS 
timeslots. We can note that there are only a few four timeslot 
capable mobiles at the time of the measurement. The results 
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from the dial-up network indicate more heterogeneous rates 
around 33 Kbps and between 40-50 Kbps. 

The channel rate histogram in a GPRS network can be used 
to reveal dimensioning related problems. When the peaks 
around the rate of one or two timeslots (12 and 24 Kbps) are 
large, it is very likely that the network is overloaded and there 
is a shortage of free timeslots. The GPRS channel rate 
histogram in Fig. 7 is from a properly dimensioned network. 

 

Figure 7.  Typical GPRS (top) and dial-up (bottom) available downlink 
channel rate histograms 

V. PACKET LOSS ESTIMATION 
Packet loss estimation algorithms in the literature work 

either in active [24][25][14] or passive ways [23][26], but all of 
them rely on active participation of end-hosts. In our case, 
since we measure in a middle point of the network, neither 
method is applicable.  

In this study, we use an algorithm that works on traces 
captured in the middle point of the network. The algorithm 
observes packet sequence numbers and estimates the most 
likely events and TCP states that might lead to the particular 
sequence number pattern. More details can be found in [12]. 
Packet loss is estimated in the downlink direction where most 
of the data is flowing. The algorithm estimates the loss 
probability end-to-end and for the two path segments 
separately: the server to Gi (Internet side loss) and Gi to client 
(access side loss) paths. This way we can separate the problems 
in the GPRS network and congestion in the Internet. 

Internet side losses happen due to well-known reasons, e.g., 
buffer overflow or some active queue management algorithms. 
The estimated loss ratio in the GPRS path segment 
characterizes the mobile network. It includes possible losses in 
the Serving GPRS Support Node (SGSN), GGSN, Packet 
Control Unit (PCU) buffers and RLC/LLC layer (Logical Link 
Control) losses. Losses may happen due to radio link errors as 
well as cell reselection (handoff) when some packets stored in 
the PCU may be lost. 

The estimated GPRS side loss (access side loss) is around 
1.22% calculated over a long time period and averaged over all 
networks, see Table II. As expected, the loss ratio in the GPRS 
access is higher than in the Internet. Under normal conditions, 
the GPRS access is the bottleneck and this is where packets are 
lost. The TCP congestion control algorithm tries to fill up the 
bottleneck buffer in the GPRS network (SGSN, PCU), and 
because of this, a certain ratio of losses and retransmissions is 
considered normal. 

TABLE II.  PACKET LOSS 

 Average GPRS Wireline dial-up 
Internet side loss 0.15% 0.39% 
Access side loss 1.22% 0.16% 

 

It is possible to increase the buffer sizes and reduce the 
percentage of losses, but it will also increase the average end-
to-end delay. Increasing buffering delay is disadvantageous 
when several TCP flows share the same channel [2][3]. This 
trade-off can be analyzed and an optimal setting can be tuned 
with the assistance of this measurement method. 

In addition to average packet loss, it is also important to see 
how packet losses affect individual TCP connections. One 
aspect of this is shown in Fig. 8 where the ratio of the different 
kinds of bottlenecks is depicted. As Fig. 8 shows, 47% of the 
TCP flows experienced no packet loss at all. Other 48% had 
more packets lost in GPRS than in the Internet. Only 5% of all 
TCPs had their bottleneck in the Internet. 

GPRS
48%

Internet
5%

No loss
47%

 

Figure 8.  Ratio of TCP flows experiencing no losses, more losses in GPRS 
than in the Internet (GPRS) and more losses in the Internet than in the GPRS 

(Internet) 

VI. TCP DATA TRANSFER PERFORMANCE 
Measuring TCP data transfer performance is quite 

straightforward using an active method: one simply has to start 
a large file download. When using a passive method, we have 
no control of users' behavior, and we cannot simply calculate 
the throughput based on any observed TCP connection. 

A. Single TCP throughput 
In this section, those connections are considered only that 

did not have any traffic in parallel from the same user during 
the entire lifetime of the connection. From this set, connections 
that belong to greedy applications are selected otherwise 
application layer mechanisms would affect the result and not 
the actual network capacity. We consider TCP flows belonging 
to the HTTP protocol holding single, successful request-
response pairs. 
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The connection setup phase was analyzed in the previous 
section, so we consider the time after the setup has finished, 
and the first downlink data has been transmitted. It should be 
also considered that packets might be burst into the bottleneck 
buffer residing after the monitoring point. Looking at just the 
downlink data flow very high speeds could be observed, which 
is not equal to the true end-to-end rate. To compensate this, the 
transfer time is calculated from the acknowledgements of the 
first and the last data packets. 

The initial slow-start phase is intentionally included in this 
measure, because it is a significant contributor to the end-user 
perceived throughput. Nevertheless, to enable TCP to reach the 
available channel rate, we only consider connections larger 
than a certain size (100 Kbytes). 

The distribution of the calculated single TCP connection 
throughput is shown in Fig. 9. Observe that the bulk of the 
distribution is around the channel rate peaks (see Fig. 7). The 
reasons for non-ideal match are the long slow-start procedure 
and packet losses. 

 

Figure 9.  Throughput distribution of single, large TCP flows (>100 Kbytes) 

In Fig. 10, we combined the results of the throughput 
estimation with the loss estimation algorithm. The chart shows 
the measured average throughput and TCP layer goodput for 
connections where the ratio of lost packets and sent packets is 
less than 1%, between 1%-2% and 2%-3% respectively. 
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Figure 10.  Average throughput and goodput as a function packet loss 

 

Figure 11.  Distribution of the amount of background traffic during TCP flows 

B. Throughput estimation in case of parallel background 
traffic 
It is common that the same user has several flows at the 

same time in parallel to the greedy TCP flow we would like to 
measure. These flows compete with each other in the same 
bottleneck buffer and their combined throughput should be 
considered. We introduce an algorithm to estimate the 
throughput for this complex case. 

Denote the bytes on a long TCP (more than 100 Kbytes) as 
Btcp. Also denote the total bytes transmitted in parallel to the 
same user as Bother. Fig. 11 shows the distribution of Btcp / (Btcp 
+ Bother). A ratio around 1 indicates that the TCP was alone, 
and the ratio towards 0 represents more and more parallel 
traffic. Observe that most TCPs have considerable amount of 
parallel traffic, so it is a valid question: “What is the combined, 
user perceived throughput?” 

The sequence chart in Fig. 12 shows a situation when 
packets from the greedy TCP flow (named as tagged and drawn 
using solid lines) is mixed with packets from other sources to 
the same mobile user (dashed lines).  

We define the following variables for the throughput 
estimation. T1 and T2 denote the time when the first and the last 
downlink packet holding data are seen at the monitor 
respectively. Between T1 and T2, the sum of bytes from the 
monitored TCP is counted in Btcp. The bytes from any other 
sources to the same user are counted in variable Bother. The real 
user throughput is the ratio of the actually received bytes Bm 
and the associated time Tm = T2m – T1m:  

R = 8 Bm / Tm. 

Unfortunately, neither Bm nor Tm can be measured at the 
monitor, because the monitor is on the other side of the 
bottleneck buffer.  
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We assume that the scheduler in the bottleneck buffer 
maintains the order of packets belonging to the same user (this 
assumption is valid in all current GPRS systems), so we can 
approximate  

Bm = (Btcp + Bother) (1 – Ploss) ≈ Btcp + Bother. 

The inequality is because some packets might have been 
lost. 

Approximating Tm is not that straightforward. Denote the 
one-way GPRS transmission delays as Dup and Ddown. Then, T1m 
and T2m are expressed as: 

T1m ≈ T1 + Ddown + Tbuff1 

T2m ≈ T2 + Ddown+ Tbuff2. 

There are extra, non-negligible components denoted by 
Tbuff1 and Tbuff2, which account for the buffering times the first 
and the last packet suffer in the queue. Unfortunately, Tbuff is 
difficult to estimate, because it depends on the actual queue 
occupancy and the unknown bottleneck rate. 

 

request 

First data packet  
on tagged TCP (T1) 

Last data packet  
on tagged TCP (T2) 

T2Ack 

All downlink  
bytes between 
T1-T2 (Btcp, 
Bother) 

. . . . 

mobile monitor 

T1m 

T2m 

T1Ack 

Tm, Bm 

 

Figure 12.  Packet sequence chart for TCP throughput estimation in case there 
are parallel flows to the same user 

So instead, we estimate Tm using the times when the first 
and the last data packets are acknowledged. Assuming that the 
uplink channel is not a bottleneck, which is easy to check and it 
is valid for the vast majority of flows: 

T1m ≈ T1Ack – Dup 

T2m ≈ T2Ack – Dup, 

which leads to: 

Tm ≈ T2Ack – T1Ack. 

The final approximation for the throughput is: 

R ≈ 8 (Btcp + Bother) / (T2Ack – T1Ack). 

The nice property of the above formulae is that we can 
calculate the achieved total throughput to a user as a function 
of the ratio of the background user traffic Btcp / (Btcp + Bother).  

 

Figure 13.  Throughput distribution at three levels of background user traffic 

Fig. 13 presents three distributions of the user throughput 
depending on the amount of background traffic in relation to 
the greedy TCP flow. The result suggests that the user 
throughput actually improves and becomes closer to the ideal 
channel rate as the amount of background traffic increases. 
This is because several TCP flows in parallel are more 
aggressive and less sensitive to packet losses and timeouts. 

VII. THE EFFECT OF TCP OPTIONS ON TCP DATA TRANSFER 
PERFORMANCE 

Numerous papers have proposed improvements to the basic 
TCP algorithm. Due to the less predictable nature of wireless 
channels, the actual performance of these improvements is of 
even greater importance. In this section, we are going to 
quantify the performance improvements of different MSS, 
window sizes, SACK and TCP timestamp options. 

In order to carry out the analysis, we divided bulk TCP 
downloads into clusters based on MSS, mobile host maximum 
receiver window size, SACK and TCP timestamp usage. We 
only considered the performance of single, greedy TCP 
connections that transferred more than 32 Kbytes of data. 

Our aim was to define clusters based on protocol 
parameters that can be deduced from the traces. These clusters 
are, however not the only meaningful clusters for the analysis. 
There can be additional factors that influence TCP performance 
such as the operating system, initial window size, etc. 
Moreover, the clustering variables themselves are not 
statistically independent, so extra care has to be taken when 
drawing conclusions from the results. Our aim in this section is 
not to identify the performance aspects of individual TCP 
parameters, rather to quantify the presence and performance of 
certain relevant constellations. 

The overall results are shown in Table III. In the following 
subsections, a detailed comparison of clusters is presented. 

At least 2/3 background 

Between 1/3 and 2/3 background 

Less than 1/3 background 
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TABLE III.  OVERALL RESULTS FOR DIFFERENT TCP PARAMETERS 

 Goodput (bps) # samples 
MSS Low 20048.52 17901 
MSS High 24936.86 100654 
SACK 25425.25 59750 
No SACK 23136.50 64957 
Timestamp 25342.24 17739 
No timestamp 24049.16 106968 
Wnd Low 22542.80 42754 
Wnd Med 25723.40 44726 
Wnd High 24383.82 37227 
Overall 24233.09 124707 

 

A. The effect of MSS 
We have calculated the goodput for relevant clusters with 

low and high MSSs. The results can be seen in Fig. 14. The 
bars represent the average value, and the ranges represent the 
standard deviation (not confidence intervals!). The last two 
bars show the overall goodput with low and high MSS. 

It can be seen that having a higher MSS is better for all 
clusters. The goodput for a 1500-bytes MSS is roughly 15-20% 
higher than for an MSS of 552 bytes. The reason behind this is 
twofold. First, the decrease of the header overhead accounts for 
approximately 6% performance increase. Second, the faster 
TCP slow start phase and the faster recovery from losses 
causes the additional performance increase. 

The measurements showed that only around 50% of the 
TCP connections used a large MSS and achieved better 
performance. However, this ratio will possibly increase in the 
future, since modern Linux and Windows operating systems set 
the MSS to 1500 bytes by default. 

0

5000

10000

15000

20000

25000

30000

35000

40000

W
nd

 L
ow

, S
A

C
K

, M
S

S
 L

ow
, N

o 
TS

W
nd

 L
ow

, S
A

C
K

, M
S

S
 H

ig
h,

 N
o 

TS

W
nd

 L
ow

, S
A

C
K

, M
S

S
 L

ow
, T

S

W
nd

 L
ow

, S
A

C
K

, M
S

S
 H

ig
h,

 T
S

W
nd

 L
ow

, N
o 

S
A

C
K

, M
S

S
 L

ow
, N

o 
TS

W
nd

 L
ow

, N
o 

S
A

C
K

, M
S

S
 H

ig
h,

 N
o 

TS

W
nd

 M
ed

, S
A

C
K

, M
S

S
 L

ow
, N

o 
TS

W
nd

 M
ed

, S
A

C
K

, M
S

S
 H

ig
h,

 N
o 

TS

W
nd

 M
ed

, N
o 

S
A

C
K

, M
S

S
 L

ow
, N

o 
TS

W
nd

 M
ed

, N
o 

S
A

C
K

, M
S

S
 H

ig
h,

 N
o 

TS

W
nd

 H
ig

h,
 N

o 
S

A
C

K
, M

S
S

 L
ow

, N
o 

TS

W
nd

 H
ig

h,
 N

o 
S

A
C

K
, M

S
S

 H
ig

h,
 N

o 
TS

M
S

S
 L

ow

M
S

S
 H

ig
h

G
oo

dp
ut

 (b
ps

)

 

Figure 14.  The effect of MSS on TCP data transfer performance 
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Figure 15.  The effect of the SACK option on TCP data transfer performance 
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Figure 16.  The effect of timestamps on TCP data transfer performance 

B. The effect of the TCP SACK option 
The mutual effect of a high GPRS RTT and a slow data rate 

leads to a relatively high TCP RTO value. Consequently, if fast 
retransmission does not succeed, TCP may need considerable 
time to fully recover. In this situation, an optimized 
retransmission strategy, e.g., SACK, may significantly improve 
the TCP goodput. 

In order to prove this, we have performed similar 
investigations than for MSS, see Fig. 15. On average the TCP 
SACK option improves the goodput of long TCP transactions 
by approximately 10%. This improvement was observed for all 
categories of MSS and window settings. 
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C. The effect of the TCP timestamp option 
Fig. 16 shows that overall there is only a minimal 

difference between timestamped and non-timestamped TCP 
connections. On the other hand, individual clusters show 
contradicting results. We suspect that parameters not included 
in the clustering are more dominant than the timestamp option. 

Overall, we were only able to show 2-3% goodput increase. 
However, in the future, the usage of TCP timestamp option is 
strongly encouraged because of the advantages of TCP Eifel 
[5]. 

D. The effect of TCP receiver window size 
In [2][3][28] it was concluded that medium sized windows 

are optimal for GPRS. Small windows are not sufficient 
because of the relatively large bandwidth delay product. If the 
window is smaller than 4-5 Kbytes (smaller than the bandwidth 
delay product) then TCP will be constantly limited by the 
window and will not reach the available capacity. If the 
window is less then 9-10 Kbytes (twice the bandwidth delay 
product) then after a packet loss the pipe may run empty thus 
reducing the overall TCP data rate.  

On the other hand, large windows are not optimal because 
the bottleneck queue will operate on a higher occupancy level, 
which has several adverse effects. One such negative effect is 
that high buffer occupancy increases the probability that TCPs 
started in parallel time out in the very beginning of the 
connection since they have not learned the higher RTO value. 
In addition, a high RTO, in general, harms TCP’s ability to 
recover from losses.  

The effect of the maximum receiver window size at the 
mobile host was investigated by filtering out TCP connections 
having a window size of: (i) less than 10 KBytes (Wnd Low), 
(ii) between 10 and 20 KBytes (Wnd Med) and (iii) more than 
20 KBytes (Wnd High). 
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Figure 17.  The effect of TCP receiver window size on TCP data transfer 
performance 

The result of the analysis (see Fig. 17) only partly can 
prove the hypothesis. In some categories (e.g., SACK, MSS 
High, TS) we could even measure opposite results to the 
recommendation. Nevertheless, the overall result combining all 
the categories suggests that the medium window size setting 
does have some 10% improvement considering a large 
statistical base.  

VIII. CONCLUSION 
In this paper, we presented a set of passive methods to 

analyze TCP performance based on non-intrusive traffic 
monitoring at a middle point of the GPRS network (Gi 
interface). These algorithms are suitable to analyze TCP 
connection setup bottlenecks, round-trip delay, GPRS channel 
rate, TCP throughputs and packet losses. We carried out large-
scale statistical measurements in several GPRS networks and 
compared the results to a wireline dialup network. Using a 
clustering method, we investigated the impact of certain TCP 
options and parameters based on a statistically significant 
dataset. Using an optimized parameter set, one can achieve 
more than 15% performance gain on average. 
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